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Cancer caused 9.7 million deaths worldwide in 20221

1Bray et al. (2024)



Multi-hit theory of carcinogenesis

Multi-hit theory

Multiple mutated genes (called hits) are required to cause cancer2

Estimated hit sizes

Ranges from 2 to 9, depending on the cancer type3

2Armitage and Doll (1954); Nordling (1953); Sutherland and Bailar III (1984)
3Little and Wright (2003); Zhang and Simon (2005); Tomasetti et al. (2015); Ashley (1969); Anandakrishnan et al.

(2019)
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Multi-hit theory - example
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Existing methods

Exhaustive-based enumeration of gene combinations =⇒ greedy heuristic

Dash et al. (2019)

Al Hajri et al. (2020)

Dash et al. (2021): 6,000 V100 GPUs (∼48 million GPU cores)

Oles et al. (2025): 280 nodes on the Summit supercomputer (∼11,000 CPU cores)

Prabhu et al. (2026): 3,072 nodes on the Fugaku supercomputer (∼147,000 CPU cores)

We obtain near-optimal solutions on a regular laptop within a minute
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Contributions

Our contributions:

Propose a column generation framework

First to solve practical instances on regular laptop

First to provide optimality bounds (price-and-branch heuristic)
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Classification problem

existing methods intuition behind
our approach
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Performance measures

specificity

sensitivity

F1 score

Matthews Correlation Coefficient (MCC)

Linear objective function

Maximize the number of correctly classified tumor samples (true positives)
Minimize the number of times a normal sample is misclassified (approximating false positives)
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Constraint programming formulation

max
∑
t∈T

xt −
∑
n∈N

yn ⇒ max true positives, min false positives

s.t. xt = max
c∈Ct

zc ∀t ∈ T ⇒ try to cover each tumor sample at least once

yn =
∑
c∈Cn

zc ∀n ∈ N ⇒ number of times a normal sample is covered

∑
c∈C

zc ≤ β ⇒ limit number of gene combinations to β

xt ∈ {0, 1} ∀t ∈ T

yn ∈ N ∀n ∈ N

zc ∈ {0, 1} ∀c ∈ C ⇒ select gene combinations
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Mixed integer programming formulation

max
∑
t∈T

xt −
∑
n∈N

yn ⇒ max true positives, min false positives

s.t. xt ≤
∑
c∈Ct

zc ∀t ∈ T ⇒ try to cover each tumor sample at least once

∑
c∈Cn

zc ≤ yn ∀n ∈ N ⇒ number of times a normal sample is covered

∑
c∈C

zc ≤ β ⇒ limit number of gene combinations to β

xt ∈ {0, 1} ∀t ∈ T

yn ∈ N ∀n ∈ N

zc ∈ {0, 1} ∀c ∈ C ⇒ select gene combinations

Many gene combinations (C) =⇒ column generation
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Column generation framework

initialize restricted
master problem

heuristically generate
gene combinations

solve restricted master
problem

solve pricing problem

solve restricted master
problem with binary

variables 

dual values

gene combinations
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Column generation framework

initialize restricted
master problem

heuristically generate
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solve restricted master
problem

solve pricing problem

solve restricted master
problem with binary

variables 

dual values

gene combinations

GR-CP and GR-MIP heuristic
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Pricing problem formulation

max
∑
t∈T

πtvt −
∑
n∈N

µnvn − λ ⇒ max tumor samples, min normal samples

s.t.
∑
g∈G

ug ≥
¯
k ⇒ combination contains at least

¯
k genes

∑
g∈G

ug ≤ k̄ ⇒ combination contains at most k̄ genes

vt ≤ 1− 1

k̄

∑
g∈G:Mtg=0

ug ∀t ∈ T ⇒ tumor sample cannot be covered

vn ≥ 1−
∑

g∈G:Mng=0

ug ∀n ∈ N ⇒ normal sample is covered

vt ∈ {0, 1} ∀t ∈ T

vn ∈ {0, 1} ∀n ∈ N

ug ∈ {0, 1} ∀g ∈ G ⇒ select genes
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Experimental setup

The Cancer Genome Atlas5

Dataset A: 2 cancer types
Dataset B: 16 cancer types

Hit size is fixed (Oles et al., 2025)

Select at most β = 10 gene combinations

GR-MIP heuristic: greedily generate 100,000 gene combinations

Train-test split (75%, 25%)

dataset cancer type #hits #genes #samples #mutations

A
BRCA 3, 2–3, 6–7 19,411 1242 837,207
PRAD 6–7, 7 17,274 752 476,115

B (avg) - - 19,823 738 597,230

5Weinstein et al. (2013)
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Comparison to state-of-the-art – dataset A
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Oles et al. (2025)
GR-CP heuristic
GR-MIP heuristic

Similar test set performance on a single CPU. CP within 20 minutes and MIP within 1 minute.
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Optimality gaps – dataset B
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Price-and-branch found a valid upper bound for 31 out of 33 instances within 5 minutes
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Conclusion & future work

Identifying multi-hit combinations is less computationally demanding than previously believed

More accessible to practitioners

Future work

Explore complex biological constraints using constraint programming

Exact method that guarantees optimality

Prevent overfitting
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Thank You!

Willemsen, R. S. H., Abeywickrama, T., and Anandakrishnan, R. (2026).
Identifying multi-hit cancer drivers without massive parallelization: A CP,
MIP, and column generation framework. Accepted for publication at
CP2026.
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Performance measures

sensitivity =
TP

TP+ FN

specificity =
TN

TN+ FP

precision =
TP

TP+ FP

F1 score = 2 · precision · sensitivity
precision+ sensitivity

MCC =
TP · TN− FP · FN√

(TP+ FP)(TP+ FN)(TN+ FP)(TN+ FN)

Note: precision is not used as a performance measure, but is used to define the F1 score
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Accelerating the pricing problem – dataset A

full MIP + reduced MIP + VNS
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Pricing problem speedups are needed to obtain a valid upper bound within time limit
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